
 

Project Acronym - GOTOTWIN 

 
 
 

Deliverable D 2.1.2 
Digital Twin System Architecture  

and Infrastructure Design 
 
 
 

Project title: Advancing Renewable Energy in the Adriatic Ionian Region 
through the Use of Digital Twins 

Project ID: IPA-ADRION00406 
Project acronym: GOTOTWIN 
Name of the lead 
partner: 

Факултет за електротехника и информациски технологии, 
Универзитет „Св. Кирил и Методиј“ во Скопје 

Name of the lead 
partner in English: 

Faculty of Electrical Engineering and Information 
Technologies, Ss. Cyril and Methodius University in Skopje 

Programme priority: Supporting a smarter Adriatic - Ionian region 
Specific objective SO 1.1: Strengthening innovation capacities in the Adriatic - Ionian 

region 
Project duration: 36 months 
Project starting date: 01/09/2024 
Work package: WP2 
Activity title: Digital Twin Platform Architecture Design 
Start date of deliverable: 01-03-2025 
Due date of deliverable: 31-08-2025 
Actual submission date: 31-08-2025 
Responsible partner: FEEIT – Faculty of Electrical Engineering and Information 

Technologies, Ss. Cyril and Methodius University in Skopje 
Dissemination level: PU 
Status: Final 

 
 



Project Acronym – GOTOTWIN 2 

Reviewed: Yes 
 

Document history 
Revision Date Description 

v_1 19/07/2025 Table of contents and initial draft 
v_2 23/07/2025 Completion of inputs to architecture, components, interfaces 
v_3 14/08/2025 Section on preliminary data models finished 
v_4 26/08/2025 Implementation and integration plan and conclusion 
final 29/08/2025 Final reviews and polishing  

 
 

Report contributors 
Name Beneficiary Short Name Details of contribution 
Daniel Denkovski FEEIT Main contributor to the document. 

Responsible for overall structure and 
content. 

Zivko Kokolanski FEEIT Contribution to the design of the 
architecture. 

Marija Markovska 
Dimitrovska 

FEEIT Contributed content related to selected 
technologies in the architecture. 

Maja Celeska 
Krstevska 

FEEIT Contributions to preliminary renewable 
energy data models definition. 

Valentina Janev IMP Reviewing the document. Input to 
implementation and integration plan. 

Angelos Bouchouras UOWM Contribution to the document regarding 
technologies in the architecture. 

Stavros Filippidis UOWM Contribution to the document regarding 
technologies in the architecture. Also 
reviewing the document. 

Blaž Bertalanič JSI Contributions to the document and review 
of the selected components and 
technologies in the architecture. 

Carolina Fortuna JSI Review of the architecture and selected 
open-source components. 

Miha Smolnikar JSI Reviewing the document. 
Mihael Mohorčič JSI Reviewing the document. 
Mario Vražić UNIZGFER Solar powerplant parameter determination. 
Luka Budin UNIZGFER Designer of solar powerplant model, 

parameter determination. 
Čedomir Zeljković UBL Designer of solar power plant model, 

parameter determination. 
Predrag Mršić UBL Designer of solar power plant model, 

parameter determination. 
 
 
The GOTOTWIN project is co-funded by the European Union through the Interreg IPA ADRION programme under the 
Project Refference No IPA-ADRION00406. 
 
 
  



Project Acronym – GOTOTWIN 3 

Table of Contents 

1. Executive Summary .................................................................................................................... 4 

2. Abbreviations and acronyms ..................................................................................................... 5 

3. Introduction ............................................................................................................................... 6 

4. Digital Twin System Overview .................................................................................................... 7 

5. Architectural Principles and Constrains ..................................................................................... 9 

6. GOTOTWIN System Architecture ............................................................................................. 11 

6.1. Reference Components ....................................................................................................... 12 

6.1.1. Deployment and Orchestration: Kubernetes ................................................................... 12 

6.1.2. IoT Gateway: Eclipse Hono .............................................................................................. 13 

6.1.3. Digital Twin Manager: Eclipse Ditto ................................................................................. 14 

6.1.4. Historical Data Storage: InfluxDB OSS v2 ......................................................................... 16 

6.1.5. Visualization Layer: Grafana OSS ..................................................................................... 17 

6.1.6. Simulations: Python ......................................................................................................... 18 

6.1.7. Predictions: Python .......................................................................................................... 19 

6.2. Interfaces ............................................................................................................................. 20 

6.2.1. Telemetry ......................................................................................................................... 20 

6.2.2. Hono – Ditto .................................................................................................................... 21 

6.2.3. Ditto External ................................................................................................................... 22 

6.2.4. Ditto – InfluxDB2 .............................................................................................................. 22 

6.2.5. InfluxDB2 – Grafana ......................................................................................................... 23 

6.2.6. Simulators – Ditto ............................................................................................................ 23 

6.2.7. Predictors – Ditto ............................................................................................................. 23 

6.2.8. Ditto – Grafana ................................................................................................................ 23 

6.3. Compliance Matrix ............................................................................................................... 25 

7. Preliminary Data Models ......................................................................................................... 26 

8. Implementation and Integration Plan ...................................................................................... 27 

8.1. Core Platform Deployment (M13–M15) .............................................................................. 27 

8.2. Mid-term Integration and Hands-on Validation (M16–M18) .............................................. 27 

8.3. Cross-border Living Lab Integration (M19–M24) ................................................................. 27 

8.4. Consolidation and External Stakeholder Engagement (M25–M36) ..................................... 28 

9. Conclusion ................................................................................................................................ 29 

References ............................................................................................................................................ 30 

Appendix A: Solar Plant Modelling ....................................................................................................... 31 

Appendix B: Wind Plant Modelling ....................................................................................................... 34 

Appendix C: Hydro Plant Modelling ..................................................................................................... 37 

 



Project Acronym – GOTOTWIN 4 

1. Executive Summary 

This deliverable defines the system architecture and infrastructure design of the GOTOTWIN 
digital twin platform, aimed at supporting the integration, monitoring, and optimization of 
renewable energy systems in the Adrion. The architecture serves as a technical blueprint for 
building a flexible, extensible, and interoperable platform aligned with the project objectives. 
 
The GOTOTWIN platform is based on a modular and service-oriented architecture deployed in a 
cloud-native environment. This enables seamless real-time data acquisition from energy assets 
and meteorological sources, secure exchange of information across stakeholders, and digital 
replication of physical renewable energy infrastructure. The platform also supports long-term data 
storage and advanced visualization, ensuring data-driven insights and decision-making. 
 
The design follows key architectural principles, including modularity, scalability, interoperability, 
and security by design. In addition, it emphasizes openness and transparency by adopting open-
source technologies, encouraging adaptability and community collaboration. Furthermore, the 
architecture conforms to established standards for smart grid interoperability and adheres to EU 
regulatory frameworks concerning data protection and system security. 
 
This deliverable serves to present: 
• A comprehensive breakdown of the architecture and the functional role of each component 

within the digital twin system; 
• Defined data flows and communication interfaces to support renewable energy digital twins 

monitoring and simulation; 
• Integration methodologies for secure device connectivity, state management, and analytics; 
• Alignment with the three primary use cases defined in WP1: cross-border data sharing, 

artificial intelligence/machine learning-driven services, and scenario-based experimentation. 

By consolidating these elements, the deliverable provides a solid architectural foundation for the 
continued development and deployment of the GOTOTWIN digital twin platform in the following 
phases of the project. 
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2. Abbreviations and acronyms 

Abbreviation / Acronym Description 
AC Alternating Current 
AI Artificial Intelligence 
AMQP Advanced Message Queuing Protocol 
API Application Programming Interface 
CI/CD Continuous Integration / Continuous Deployment 
CIM Common Information Model 
DT Digital Twin 
GDPR General Data Protection Regulation 
GPS Global Positioning System 
HPP Hydro Power Plant 
HTTP Hypertext Transfer Protocol 
HTTPS Hypertext Transfer Protocol Secure 
ID Identifier 
IoT Internet of Things 
JSON JavaScript Object Notation 
JSON-LD JSON for Linked Data 
KPI Key Performance Indicator 
ML Machine Learning 
MPPT Maximum Power Point Tracking 
MQTT Message Queuing Telemetry Transport 
MQTTS MQTT Secure (MQTT over TLS/SSL) 
OSS Open-Source Software 
PV Photovoltaic 
RBAC Role-Based Access Control 
REST Representational State Transfer 
REQ Requirement 
SAPM Sandia PV Array Performance Model 
STC Standard Test Conditions 
TLS Transport Layer Security 
WoT Web of Things 
W3C World Wide Web Consortium 
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3. Introduction 

The concept of a digital twin has emerged as a key enabler for the digital transformation of energy 
systems. A digital twin is seen as a virtual representation of physical assets, processes, or systems 
that synchronizes with real-world data in real time. Within the context of the GOTOTWIN project, 
digital twins are used to monitor, simulate, and optimize renewable energy power plants across 
the Adriatic-Ionian region. 
 
This deliverable defines the architecture and infrastructure required to implement the GOTOTWIN 
platform. It builds upon the requirements identified in Deliverable D1.3.2: Digital Twin 
Requirements Specification [1] and translates them into a concrete system design that can support 
real-time monitoring, data analytics, scenario simulation, and secure cross-border data sharing. 
 
The purpose of this document is to: 
• Revisit the architectural principles and requirements guiding the system design; 
• Describe the core components and their roles within the digital twin ecosystem; 
• Outline the preliminary data models, interfaces, and data flows that enable interoperability; 
• Provide a reference architecture that is modular, scalable, and compliant with regulations. 

The design is technology-agnostic at the conceptual level but assumes a service-oriented and 
cloud-native deployment model. This document is primarily intended for technical partners 
responsible for development and deployment, but it also provides a high-level view suitable for 
non-technical stakeholders involved in integration planning and strategic decision-making. 
 
The remainder of this deliverable is organized as follows. Section 4 provides an overview of the 
GOTOTWIN digital twin system and its core functionalities, while Section 5 outlines the 
architectural principles and constraints that guided the design. Section 6 presents the proposed 
GOTOTWIN system architecture, describing each component and the data flow between them. 
Section 0 introduces the preliminary data models used for digital twin representation and 
interaction and Section 8 discusses the implementation and integration plan. Section 9 concludes 
the document with a summary of key insights and considerations for future development. 
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4. Digital Twin System Overview  

The GOTOTWIN digital twin system is purposefully designed to address the three core use cases 
identified in the project requirements analysis, as documented in Deliverable D1.3.2 [1]. These 
include: UC1 on data sharing, which facilitates secure, standardized, and interoperable exchange 
of energy and environmental data across stakeholders and borders; UC2 on AI/ML services, which 
enables predictive maintenance and forecasting capabilities through the integration of advanced 
analytics and machine learning models; and UC3 on experimentation, which supports scenario-
based simulations and what-if analyses for renewable power plants, without interfering with live 
infrastructure. Guided by these use cases, the consortium has defined a preliminary high-level 
system architecture, illustrated in Figure 1. 
 

 
Figure 1. Preliminary high-level architecture [1] 

The previously mentioned use cases also guide the lifecycle of the platform, which encompasses 
seven core functional stages. Each stage is mapped to a set of technical requirements from D1.3.2 
and supports specific system capabilities, as outlined below. 
 
Device connectivity and data ingestion. The platform should support easy and secure integration 
of heterogeneous renewable energy related devices, such as smart meters, inverters, sensors, and 
controllers, using standard communication protocols (MQTT, AMQP, HTTP), as required by REQ-
F-2 and REQ-F-3. Upon registration, devices should be authenticated and authorized to perform 
data transfer. The system will allow continuous telemetry streaming and batch data uploads. If a 
device goes offline, it should buffer data locally and forward it once the connection is restored. 
 
Data validation and governance. All incoming data should be checked against predefined rules to 
ensure it follows the correct format and structure (REQ-F-4). The system should also add useful 
semantic context, like measurement units, device type, or location, to help with later analysis. To 
meet REQ-F-5, the platform should support data provision contracts that define who can access 
the data, how it can be used, and under what terms. These rules can be implemented through a 
combination of access policies, role-based permissions, and metadata tagging. 
 
Twin modelling and synchronization. Each power plant entity would be represented in the digital 
environment by a corresponding twin, comprising both static attributes (e.g., installed location, 
asset type, manufacturer specifications) and dynamic state variables (e.g., output, temperature, 
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status), aligned with REQ-F-6 and REQ-F-7. The platform should ensure synchronization between 
the physical and digital domains, allowing real-time telemetry data and twin status updates. This 
persistent linkage would provide the foundation for real-time monitoring, predictive services, and 
scenario-based experimentation. 
 
Simulation and prediction. To meet REQ-F-6, REQ-F-7, and REQ-F-8, the system should support 
simulations of power flow and renewable energy sources behaviours under different conditions. 
These would use both historical and real-time data to test different “what-if” scenarios. The 
system should provide the capabilities to cross check simulation results with real data to ensure 
accuracy. The platform should also use predictive algorithms to detect faults, forecast energy 
production, and improve system performance. All this should be done without affecting live 
systems, by running in separate, safe environments. 
 
Data storage and historical query. To meet REQ-F-1, the platform will store all validated data, such 
as telemetry and weather info, as time-series records with 15-minute intervals or less. This data 
would be used for statistical analysis, performance tracking, and model training. The system might 
also provide data quality checks using methods like anomaly detection and completeness checks. 
Administrators should be able to set retention rules to manage storage efficiently while keeping 
enough data for analysis and traceability. 
 
Visualization and decision support. Role-based dashboards should expose real-time and historical 
data in an intuitive and customizable manner, addressing REQ-F-10. The dashboards would 
present key performance indicators (KPIs), system alerts, predicted trends, and device-specific 
telemetry. User interfaces should allow users to filter data by location, device type, or time range. 
The system would also support notifications based on pre-defined thresholds to assist operators 
and analysts in timely decision-making. 
 
Interoperability and data sharing. To meet REQ-F-11 and REQ-F-12, the platform should provide 
secure interfaces to share data with external systems like national data platforms, partner living 
lab infrastructures, weather services or energy markets. It should use common data formats (e.g., 
JSON, JSON-LD) to ensure compatibility across different systems. Strong access controls, user roles 
(RBAC), and audit logs should help enforce data policies and track data sharing across regions. 
 
The GOTOTWIN platform would be deployed using a hybrid architecture that combines edge and 
cloud components to meet both performance and scalability needs. At the edge layer, local 
systems installed at each Living Lab would handle immediate tasks such as data collection, basic 
validation, and temporary storage. This setup would ensure fast response times (REQ-NF-2) and 
continued operation even during network outages (REQ-NF-5). At the cloud layer, centralized 
services would manage more resource-intensive tasks, such as advanced analytics, coordination 
between sites, long-term data storage, and providing access to shared interfaces and aggregated 
data. This layer would support scalable resource use (REQ-NF-11), centralized monitoring, and 
easier orchestration of services.  
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5. Architectural Principles and Constrains 

The architecture of the GOTOTWIN platform is designed around a clear set of guiding principles 
that ensure long-term technical quality, scalability, and compliance with established standards. 
These principles, drawn from the functional and non-functional requirements specified in 
Deliverable D1.3.2 [1], would serve as the foundation for the platform design, deployment, and 
future evolution. 
 
At the core of this architecture would be modularity. The system should be structured as a 
collection of loosely coupled services, each dedicated to a specific function such as data ingestion, 
modelling, simulation, analytics, or visualization. This modular structure would enable 
components to be developed, deployed, updated, and scaled independently (REQ-NF-13). As a 
result, the platform could evolve flexibly over time, accommodate parallel development, and 
respond efficiently to changing demands or technology upgrades. 
 
Interoperability would be a central consideration, ensuring that the platform could exchange data 
seamlessly with external systems and services. The architecture would adopt open data formats 
like JSON and JSON-LD and could support emerging standards such as the W3C Web of Things 
(WoT) Thing Description [2][3]. If necessary, the system could also support mapping to energy 
sector-specific models such as IEC 61850 and CIM (Common Information Model), as required by 
REQ-F-12 and REQ-NF-16. This focus on standards would help integrate diverse devices and 
platforms while fostering cross-border data collaboration. 
 
Security and privacy by design will be embedded throughout the platform. All communications 
would be secured using encrypted protocols (e.g., TLS), and access to data and services should be 
governed through token-based authentication and role-based access control (RBAC). The 
architecture would also incorporate privacy safeguards to support GDPR compliance, including 
features for anonymization, consent tracking, and audit logging (REQ-NF-6 through REQ-NF-10). 
These mechanisms would help ensure that the platform could be trusted in sensitive data-sharing 
environments across jurisdictions. 
 
To accommodate variable workloads and expand over time, the system would prioritize scalability 
and elasticity. Services could be containerized and deployed within orchestration environments 
to allow for horizontal scaling and automated resource management (REQ-NF-11, REQ-NF-14). 
This would allow the platform to serve both localized pilot deployments and regional or cross-
border infrastructures without architectural rework. 
 
Operational resilience would be supported through strong observability and maintainability 
features. The platform should provide system-wide logging, health checks, and real-time 
monitoring to facilitate rapid detection of GOTOTWIN failures or anomalies (REQ-NF-4, REQ-NF-
5). Continuous integration and delivery pipelines could also be introduced to streamline updates, 
reducing operational downtime and improving system reliability over time. 
 
From a governance and compliance perspective, the system would include mechanisms for 
structured reporting and auditability. Interfaces and data exports should comply with recognized 
formats to support downstream integration and regulatory reporting (REQ-NF-17 through REQ-
NF-19). Audit trails could be activated to track data changes, access events, and system activity, 
enabling full traceability. 
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Despite its adaptable design, the GOTOTWIN architecture would need to contend with several key 
constraints. One major challenge would be the heterogeneity of data sources (REQ-F-4), requiring 
advanced validation and semantic alignment. Similarly, regulatory fragmentation (REQ-NF-15) 
across countries could impose legal and technical barriers to data movement and storage, 
requiring configurable policy enforcement and flexible data localization strategies.  
 
Legacy system integration (REQ-F-12) could also prove complex, especially when interfacing with 
proprietary or outdated technologies. In such cases, specialized data adapters may need to be 
developed. Moreover, resource limitations at the edge (REQ-NF-11), including constrained 
compute power and storage, would influence design choices for buffering, local validation, and 
data synchronization.  
 
While the platform must support real-time monitoring and data flow (REQ-NF-1, REQ-NF-2), sub-
second latency is not a design goal, as the system is not intended to execute real-time control 
commands. Instead, responsiveness should be sufficient to support continuous monitoring, data 
visualization, and predictive analytics.  
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6. GOTOTWIN System Architecture 

Based on the requirements defined in Deliverable D1.3.2 [1] along with the functional capabilities 
and architectural principles outlined in the previous sections, the GOTOTWIN consortium has 
refined an updated logical architecture for the platform, as illustrated in Figure 2. This architecture 
serves as a bridge between high-level system goals and the concrete technical implementation of 
the digital twin platform. 
 

 

Figure 2. Updated GOTOTWIN digital twin logical architecture 

At the edge of the system, the IoT Gateway acts as the bridge between physical assets, such as 
power plants and weather stations, and the digital infrastructure hosted in the cloud, and presents 
a Monitoring DT component as defined in D1.3.2 [1]. It facilitates the reception of telemetry data 
using secure communication protocols like MQTTS and HTTPS, with data typically transmitted in 
JSON format. As the first point of contact within the digital twin platform, it also manages device 
authentication and authorization, ensuring that only verified sources can transmit/stream data to 
the system. 
 
Once telemetry is received, it is routed to the Digital Twin Manager, which serves as the core 
digital twin component in the system. This component maintains the virtual representation of 
each renewable power source, continuously updating its state based on incoming telemetry. The 
manager not only synchronizes real-time data but also integrates outputs from simulation and 
prediction modules, thereby constructing a comprehensive and dynamically evolving models. It 
can also ingest contextual information from external meteorological sources, enriching the digital 
twin with relevant environmental data. Beyond state synchronization, the manager also manages 
the lifecycle of each twin, handling creation, updates, and deactivation as needed. It also supports 
data validation based on defined schemas and feature models. This component also represents a 
Maintenance DT component as shown in D1.3.2 [1]. 
 
To support hypothetical analysis and scenario-based testing, a Simulation Toolkit hosts quasi-
static models for simulation of renewable energy systems. By leveraging contextual inputs, such 
as static asset parameters and current meteorological data, the toolkit generates synthetic 
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telemetry that closely mirrors real-world device behaviour. This simulated data is transmitted to 
the Digital Twin Manager, where it is integrated with live telemetry streams to enrich the asset 
model and enable cross-validation between expected and actual system performance. In doing so, 
the Simulation Toolkit allows stakeholders to explore system behaviour without impacting live 
system operations. 
 
Complementing the simulation capabilities, a Prediction Toolkit provides future insights by 
applying pre-trained machine learning models to the attributes and features of each digital twin. 
These models are developed offline using historical datasets and are subsequently deployed into 
the platform for real-time inference. At runtime, the toolkit consumes current state data from the 
digital twins, such as operational metrics and contextual variables, and generates predictive 
outputs, including fault likelihoods, short-term energy production estimates, etc. These 
predictions are then reintegrated into the digital twin, augmenting its representation and enabling 
more informed decision-making. Both Simulation Toolkit and Prediction Toolkit represent a 
Simulation DT component as defined in D1.3.2 [1]. 
 
All telemetry and digital twin state data would be archived within a Historical Data Storage, a 
time-series database designed for long-term retention and high-resolution querying. This storage 
component would play a critical role in enabling retrospective analysis, providing historical data 
for AI/ML model training, and fulfilling compliance and audit requirements. By maintaining a 
comprehensive, timestamped record of all relevant data, it would ensure traceability and integrity 
across the system. 
 
The Visualization Layer would offer end users intuitive, role-specific access to both real-time and 
historical data through customizable dashboards and user interfaces. Designed to meet the needs 
of various stakeholders, such as grid operators, analysts, and researchers, these dashboards would 
present key performance indicators, time-series trends, and outputs from both the prediction and 
simulation toolkits. The developed dashboards would support advanced filtering and interactive 
data exploration, allowing users to inspect individual assets in detail or assess aggregated 
performance across larger systems, such as virtual power plants. In addition to human-computer 
interfaces, this layer could include automated alerting mechanisms based on threshold violations 
or predictive insights, enabling proactive decision-making. 

6.1. Reference Components 

This subsection details the mapping of the GOTOTWIN logical architecture components to the 
specific technologies selected for the reference implementation. As previously highlighted, the 
project prioritizes open-source solutions to promote cost efficiency, foster community-driven 
innovation, and align with the European Union Open-X principles. For each architectural 
component, the corresponding enabling technology is identified, along with its specific role in the 
system and how it addresses the GOTOTWIN requirements. 

6.1.1. Deployment and Orchestration: Kubernetes 

To ensure portability, scalability, and resilience across distributed environments, the GOTOTWIN 
platform would be deployed using a containerised architecture orchestrated by Kubernetes [4][5], 
an open-source platform based on Docker containerisation technology [6][7]. Kubernetes 
automates the deployment, scaling, and management of cloud-native applications and would 
serve as the operational backbone of the system. It would manage how each platform service is 
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deployed and maintained. Each component of the platform would be packaged as a containerised 
microservice, enabling independent deployment, versioning, and resource allocation. Kubernetes 
would coordinate these services, offering integrated capabilities such as self-healing, load 
balancing, and service discovery. In the event of a failure, the orchestrator would automatically 
restart affected services to maintain availability and system continuity. 
 
A significant strength of Kubernetes lies in its capacity for horizontal scalability. As data volumes 
grow or computational demand increases, for instance, during high-frequency telemetry ingestion 
or large-scale simulation tasks, the platform would be able to dynamically allocate additional 
resources to maintain consistent system performance and responsiveness.  Moreover, Kubernetes 
offers native observability features that would support continuous monitoring and operational 
transparency. Through the integration of tools such as Prometheus for metric collection and 
Grafana for visualisation, the platform would provide detailed insights into system health, 
resource consumption, and potential anomalies. This level of visibility would be instrumental in 
enabling proactive maintenance, early fault detection, and ongoing platform optimization. 

6.1.2. IoT Gateway: Eclipse Hono 

In the context of the GOTOTWIN platform, the selection of an IoT gateway technology is critical to 
ensuring secure, scalable, and protocol-agnostic communication between physical assets and the 
digital twin cloud infrastructure. Given the platform requirement to support heterogeneous 
devices, multiple data formats, and diverse communication protocols across Living Labs, the 
consortium has identified Eclipse Hono as the most suitable candidate for fulfilling the role of the 
IoT gateway [8]. 
 

 
Figure 3. Eclipse Hono: open-source and unified IoT gateway [8] 

Eclipse Hono is an open-source, cloud-native communication platform designed specifically for 
large-scale Internet of Things environments. It provides a uniform abstraction layer for device 
communication and is engineered to handle millions of concurrently connected devices across a 
wide range of industries. One of the principal advantages of Hono is its support for multiple IoT 
communication protocols, including MQTT, AMQP 1.0, and HTTP, as shown in Figure 3. This allows 
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seamless integration with a wide array of sensors, controllers, and smart meters deployed in the 
field, regardless of vendor or protocol-specific constraints. By abstracting these communication 
layers through standard APIs, Hono simplifies upstream data ingestion and downstream service 
integration. 
 
Hono natively supports multi-tenancy, ensuring logical separation of data and devices by 
stakeholder or region. Each tenant can define its own set of authentication credentials and 
policies, allowing independent administration. Security is a foundational aspect of Hono design. It 
enforces tenant-based access control, supporting secure device onboarding, credential validation, 
and encrypted communication.  
 
Beyond telemetry ingestion, Eclipse Hono enables command & control functionality, allowing 
business applications and digital twin components to send commands back to field devices. This 
feature enables remote configuration, actuation, firmware updates, or operational triggering, and 
is essential for potential future extensions of the platform that may include closed-loop 
automation of renewable power systems. 
 
Eclipse Hono is designed for deployment in Kubernetes environments, supporting horizontal 
scaling of its services. It can dynamically adjust to increasing load by allocating additional 
processing instances, ensuring reliable performance during data surges, such as those generated 
during peak telemetry collection. 
 
Internally, Hono leverages Apache Kafka as its primary messaging backbone, facilitating the 
decoupling of device communication from downstream services. This design ensures both high 
throughput and resilience in the data pipeline, enabling reliable integration with components such 
as the Digital Twin Manager, or data storage services. 
 
Within the GOTOTWIN platform, Eclipse Hono functions as the primary entry point for all device 
communications. It mediates secure, structured data transmission from the physical world into 
the digital infrastructure. By managing telemetry ingestion, device registration, and command 
routing, Hono enables the platform to maintain a real-time synchronisation loop between 
renewable energy assets and their digital counterparts. 

6.1.3. Digital Twin Manager: Eclipse Ditto 

In the GOTOTWIN architecture, the Digital Twin Manager plays a central role in synchronising 
virtual models with their real-world counterparts, managing device state transitions, and exposing 
structured digital representations for use by downstream components. After evaluating available 
technologies against the functional and non-functional requirements of the platform, the 
GOTOTWIN consortium selected Eclipse Ditto as the reference implementation for this role [9]. 
 
Eclipse Ditto is an open-source platform purpose-built for managing digital twins (Figure 4). It 
provides a robust abstraction layer over connected devices, enabling structured, semantically 
enriched models that represent both static and dynamic characteristics of physical assets. Within 
the GOTOTWIN architecture, Ditto would serve as the digital twin state management and 
synchronisation engine, integrating with upstream IoT gateways and feeding data to prediction, 
simulation, and visualisation layers. 
 
Ditto enables the creation of flexible, JSON-based digital twin models that describe key properties 
of a physical device, including identity, configuration, current operational state, and desired states. 
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This structured representation supports the modelling of energy assets such as solar panels, 
inverters, or weather stations, capturing both physical attributes and behavioural data. 
 

 
Figure 4. Eclipse Ditto: open-source framework for building digital twins [9] 

Ditto operates in an event-driven manner, reacting to incoming telemetry from upstream data 
pipelines, such as Apache Kafka topics populated by Eclipse Hono, and updating digital twin 
models in real-time. Its internal message router processes each update and can trigger subsequent 
actions or business logic, supporting the kind of responsive system behaviour required for energy 
monitoring, anomaly detection, and predictive maintenance. 
 
Ditto offers flexible integration options, exposing its functionality via REST and WebSocket APIs as 
well as native support for AMQP and Kafka messaging. This makes it straightforward to integrate 
with external applications, analytics services, and simulation engines. For GOTOTWIN, this 
capability ensures seamless interoperability across components and supports integration with 
AI/ML toolkits and user-facing dashboards. 
 
To support broader semantic interoperability, Ditto also allows enrichment of digital twin data 
using JSON-LD and W3C ontologies. With the latest versions, it introduces stable support for the 
W3C WoT Thing Description 1.1 [3], enabling digital twins to align with open IoT standards. This 
would allow developers to describe device capabilities and interactions in a machine-readable and 
standardised way, further supporting cross-system integration and reuse. 
 
As the central repository of digital twin state, Ditto includes built-in role-based access control and 
permissions to restrict who can read, write, or modify twin data. It supports secure communication 
via TLS and integrates with authentication services, aligning with GOTOTWIN requirements for 
data governance, traceability, and GDPR compliance. These mechanisms would ensure that each 
stakeholder can only access relevant devices or datasets based on predefined policies. 
 
Ditto also supports searchable indexing and powerful querying capabilities, which are useful for 
applications that need to retrieve digital twins by attribute (e.g., location, status, type). While time-
series data should be stored externally (e.g., in InfluxDB), Ditto maintains the most recent and 
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intended device states for rapid access, improving system performance in user-facing applications 
and decision support interfaces. 
 
Within the GOTOTWIN architecture, Eclipse Ditto acts as the core synchronisation layer. It 
consumes telemetry from Eclipse Hono via Kafka, continuously updates digital twin models, and 
provides enriched, standards-compliant representations of each device. These representations are 
then made available to simulation and prediction engines and exposed to visualisation dashboards 
and external stakeholders via secure APIs. 

6.1.4. Historical Data Storage: InfluxDB OSS v2 

The GOTOTWIN project relies on InfluxDB OSS v2 [10][11] as the primary solution for historical 
data storage. InfluxDB is a purpose-built open-source time-series database, optimised for storing, 
querying, and analysing timestamped data, making it ideally suited for use cases involving IoT 
telemetry, system monitoring, and renewable energy system metrics. Figure 5 illustrates the 
whole InfluxData platform architecture for managing time series data. 
 

 
Figure 5. InfluxDB OSS v2: open-source time-series database, capabilities and interconnectivity [11] 

Unlike general-purpose relational databases, which are structured around static schemas and 
transactional consistency, InfluxDB is engineered to ingest and process high-frequency, time-
dependent data streams efficiently. This makes it particularly effective for applications that 
require fast ingestion, low-latency queries, and powerful time-based analytics, as is the case in 
the digital twin context. InfluxDB supports millions of data points per second, ensuring it can 
accommodate large-scale deployments involving numerous sensors, devices, and measurement 
intervals without degradation in performance. Its write-optimised storage engine, coupled with 
efficient compression algorithms, ensures that both ingestion and storage are handled in a 
resource-efficient manner. 
 
To manage the data lifecycle, InfluxDB provides automated retention policies, enabling 
administrators to define rules for how long data should be kept at various levels of resolution. 
Older data can be downsampled or expired according to policy, helping to balance long-term 
analytical requirements with storage cost and performance. In addition, continuous queries allow 
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the system to compute aggregates or transformations as data is ingested, facilitating real-time 
insights and reducing computational load during retrieval. 
 
To further enhance observability and user experience, InfluxDB is seamlessly integrated with 
Grafana OSS, a widely adopted open-source dashboard and visualisation tool. By adding InfluxDB 
as a data source in Grafana and using Flux queries, users can build dynamic, interactive dashboards 
for monitoring live KPIs, visualising trends over time, and generating alerts based on custom 
thresholds. InfluxDB also supports integration with Telegraf, a lightweight, plugin-driven agent for 
collecting and shipping metrics from diverse sources.  
 
Within the GOTOTWIN architecture, InfluxDB acts as the Historical Data Repository. It receives 
selected telemetry streams, routed via Apache Kafka, originating from physical devices connected 
through Eclipse Hono and processed by the Eclipse Ditto. While the real-time state of each asset 
is maintained by Ditto, InfluxDB stores a complete timeline of asset behaviour, providing a rich 
renewable energy historical dataset.  

6.1.5. Visualization Layer: Grafana OSS 

The GOTOTWIN platform adopts Grafana OSS [12] as the reference solution for its visualization 
and monitoring capabilities (Figure 6). As a widely adopted open-source platform, Grafana 
provides advanced capabilities for real-time data visualisation, system observability, and 
interactive analytics, which are crucial functions for interpreting telemetry data and supporting 
informed decision-making in complex digital twin environments. 
 

 
Figure 6. Grafana OSS: open-source visualization, dashboarding and alerting technology [12] 

Grafana’s strength lies in its ability to turn raw time-series data into intuitive, role-specific 
dashboards. Through a highly customisable interface, users can create visualisations that reflect 
key performance indicators, operational states, trends over time, and outputs from simulation or 
prediction modules. Dashboards are built using a range of panel types, including time-series 
graphs, gauges, heatmaps, tables, and alert panels, which can be dynamically filtered using 
metadata, device tags, or context-specific variables. This makes it possible to monitor individual 
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assets, compare performance across regions, or visualise aggregated system-level metrics such as 
virtual power plant outputs. 
 
As part of the GOTOTWIN reference implementation, Grafana is connected primarily to InfluxDB 
OSS v2, which serves as the historical data store. Data ingested from IoT devices via Eclipse Hono, 
and synchronised through Eclipse Ditto, flows into InfluxDB and is then queried by Grafana to 
power both live and retrospective dashboards. This tight integration enables near real-time visual 
feedback, enhancing the transparency and traceability of the digital twin system. In addition to 
historical data visualisation, Grafana also supports extraction of data from external HTTP-based 
APIs, allowing the direct connection to live digital twin states via Ditto REST endpoints.  
 
Beyond visualisation, Grafana offers robust alerting capabilities. Users can define custom rules 
based on query outputs, such as threshold breaches, pattern detection, or missing data. Once 
triggered, alerts can be routed through a wide variety of notification channels, including email, 
Microsoft Teams, or other. This ensures that stakeholders are promptly informed of abnormal 
conditions or performance degradations, supporting timely interventions. 
 
Security is also a core consideration. Grafana supports role-based access control, user 
authentication, and organisation-level workspace segregation. These features ensure that only 
authorised personnel can access, modify, or share specific dashboards, maintaining the integrity 
and confidentiality of the platform visualisation assets. 
 
To strengthen observability across the GOTOTWIN platform, Grafana can be paired with tools like 
Prometheus for cloud system metrics collection and Loki for log aggregation. This combination 
enables exposing backend performance metrics and system logs to developers and administrators. 
Through this integration, Grafana becomes a unified interface for monitoring both the health and 
behaviour of the GOTOTWIN platform. 
 
In the context of the GOTOTWIN architecture, Grafana is not merely a front-end display tool, but 
a strategic interface through which users can interact with the digital twin ecosystem.  

6.1.6. Simulations: Python 

The simulation capabilities of the GOTOTWIN platform would be mainly implemented using 
Python, a widely adopted language for scientific computing, modelling, and data analysis. Python 
offers rich support for numerical methods, time-series processing, and physical system modelling, 
making it ideal for simulating the behaviour of renewable energy assets. 
 
Simulation modules in Python would run quasi-static models of solar, wind, or hydro power 
installations, using inputs such as static plant parameters, environmental conditions, and control 
settings. These models would generate synthetic telemetry that mimics the real-world behaviour 
of the physical systems. The outputs would then be passed to the Digital Twin Manager, allowing 
simulated and real-time data to coexist and support cross-verification, and scenario evaluation. 
 
Python ecosystem, including libraries like NumPy [13], pandas [14], SciPy [15], and scikit-learn [16], 
would support model development, calibration, and validation. These simulations would be run in 
sandboxed environments, isolated from the live infrastructure, ensuring that experimental 
analyses do not interfere with real-time operations. 
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6.1.7. Predictions: Python 

Predictive analytics within the GOTOTWIN platform would also be implemented using Python, 
leveraging its robust ecosystem for machine learning, statistical modelling, and forecasting. This 
component would enable forward-looking insights based on digital twin data, supporting use cases 
such as fault prediction, energy production estimation, and performance degradation analysis. 
 
Prediction models would be developed and trained offline using historical datasets stored in 
InfluxDB, enriched with environmental context and digital twin state data from Eclipse Ditto. 
Libraries such as scikit-learn [16], or TensorFlow [17] could be employed depending on the 
complexity and nature of the models. These trained models would then be deployed for runtime 
inference within the operational environment. 
 
At runtime, the prediction toolkit would consume the current state of digital twins and generate 
forecasts that are reintegrated into the twin model. These outputs would enhance decision 
support across the system, enabling, for example, early warnings for maintenance, better 
scheduling of energy dispatch, or proactive load balancing strategies. 
 
This Python-based prediction engine would operate as a standalone service or microservice, 
making it compatible with Kubernetes orchestration. Its modularity would also allow future 
extensions, such as integrating third-party AI models or incorporating federated learning 
approaches for cross-Living Lab insights without centralising data. 
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6.2. Interfaces 

This subsection outlines the key interfaces that enable communication between the selected 
components of the GOTOTWIN platform. These interfaces govern how data and services are 
exchanged across the system, ensuring interoperability and coordinated functionality. Both 
internal interfaces (between core platform components) and external interfaces (with third-party 
systems, or users) are described, along with the technologies that support them. 

6.2.1. Telemetry 

In the GOTOTWIN platform, Eclipse Hono [8] plays a central role in managing communication 
between physical devices and backend services. A key function of Hono is handling telemetry data, 
i.e., the continuous stream of sensor readings and device-generated information that keeps the 
digital twin in sync with the real-world environment. 
 
Hono offers a unified telemetry interface that abstracts the complexity of supporting diverse 
device protocols and data formats. Devices can connect to Hono using standard protocols such as 
MQTT, HTTP, or AMQP, each of which is handled by a dedicated microservice within the Hono 
architecture. 
 
When a device transmits a telemetry message, Hono's Device Registry service first authenticates 
the device and determines its associated tenant in multi-tenant deployments. Once validated, the 
data is routed internally and made available to downstream consumers, such as Eclipse Ditto, 
through standardized messaging interfaces. Each telemetry message includes essential metadata 
such as the device ID, tenant ID, and the payload (commonly in JSON format). The example below 
shows a Python code snippet for sending telemetry data to Hono using the MQTTS protocol. 
 
import paho.mqtt.client as mqtt 
import ssl 
import json 
import time 
 
# Device-specific configuration 
tenant = "my-tenant" 
device_id = "device-001" 
host = "hono.example.com" 
port = 8883 # MQTTS port 
username = f"{tenant}/{device_id}" 
password = "<device-password>" 
 
# Telemetry topic structure 
topic = f"telemetry/{tenant}/{device_id}" 
# Sample payload 
payload = { 
    "temperature": 22.4, 
    "humidity": 45 
} 
 
# Define the MQTT client 
client = mqtt.Client() 
client.username_pw_set(username=username, password=password) 
 
# Set TLS/SSL parameters 
client.tls_set(cert_reqs=ssl.CERT_REQUIRED, tls_version=ssl.PROTOCOL_TLS) 
 
# Connect and publish 
client.connect(host, port) 
client.loop_start() 
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while True: 
    client.publish(topic, json.dumps(payload)) 
    print("Telemetry sent:", payload) 
    time.sleep(5) 

6.2.2. Hono – Ditto 

In the GOTOTWIN platform, communication between Eclipse Hono and Ditto is facilitated through 
a Kafka-based [18] messaging layer. Once Hono receives and processes telemetry data from 
devices, handling authentication, tenant routing, and protocol translation, it forwards this data to 
Kafka topics, which serve as an intermediary message bus. 
 
Apache Kafka [18] plays a central role here by enabling decoupled, scalable, and asynchronous 
communication between platform components. Hono publishes validated device telemetry and 
event messages to designated Kafka topics, from which Ditto subscribes to consume the data in 
near real-time. This allows Ditto to update digital twin representations with the latest state 
information from physical devices. 
 
By using Kafka as a messaging bridge between Hono and Ditto, GOTOTWIN achieves a modular 
and event-driven architecture, with clear separation between data ingestion and twin state 
management. The following JSON configuration demonstrates how to create a Kafka connection 
in Eclipse Ditto that consumes telemetry messages from a specific tenant in the Eclipse Hono 
gateway. 
 
{ 
  "targetActorSelection": "/system/sharding/connection", 
  "headers": { 
    "aggregate": false 
  }, 
  "piggybackCommand": { 
    "type": "connectivity.commands:createConnection", 
    "connection": { 
      "id": "'$TENANT'", 
      "name": "'$TENANT'", 
      "connectionType": "kafka", 
      "connectionStatus": "open", 
      "clientCount": 1, 
      "uri": "tcp://'$KAFKA_SERVICE'", 
      "failoverEnabled": true, 
      "validateCertificates": false, 
      "sources": [ 
        { 
          "addresses": [ "hono.telemetry.'$TENANT'" ], 
          "consumerCount": 1, 
          "authorizationContext": [ "pre-authenticated:hono-connection" ], 
          "qos": 0, 
          "enforcement": { 
            "input": "{{ header:device_id }}", 
            "filters": [ "{{ thing:name }}" ] 
          }, 
          "headerMapping": {}, 
          "payloadMapping": [] 
        } 
      ], 
      "specificConfig": { 
        "bootstrapServers": "'$KAFKA_SERVICE'", 
        "saslMechanism": "plain", 
        "groupId": "'$TENANT'_{{ connection:id }}" 
      } 
    } 
  } 
} 
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6.2.3. Ditto External 

This subsection describes the external interfaces exposed by Eclipse Ditto [9] within the 
GOTOTWIN platform. These interfaces allow third-party systems, user applications, and services 
to interact with digital twin representations via standard protocols. Ditto provides secure, RESTful 
HTTP and WebSocket APIs for querying, updating, and subscribing to changes in twin states. 
 
These external interfaces can be exploited by visualization tools such as Grafana, as well as by 
simulation engines and prediction toolkits, enabling real-time data monitoring, what-if scenario 
analysis, and predictive modelling. By integrating with Ditto, such tools can observe or manipulate 
the digital twin state in response to external logic, supporting decision-making and advanced 
analytics. Access to these interfaces is protected through authentication and authorization 
mechanisms, ensuring secure and controlled interactions. 

6.2.4. Ditto – InfluxDB2 

In the GOTOTWIN platform, historical time-series data generated by digital twin interactions is 
stored in InfluxDB OSS v2, a high-performance database optimized for time-stamped telemetry. 
This integration is achieved through a streaming pipeline composed of Kafka [18] and Telegraf 
[19], which acts as a bridge between Eclipse Ditto and InfluxDB2. 
 
Eclipse Ditto publishes state changes and live events to a Kafka topic (e.g., dt-history in the 
example below) using a dedicated Kafka target connection. These messages represent updates to 
twin features or incoming telemetry and are encoded in JSON using the Ditto Protocol. 
 
{ 
  "connection": { 
    "id": "ditto-kafka-export", 
    "connectionType": "kafka", 
    "connectionStatus": "open", 
    "uri": "tcp://'$KAFKA_SERVICE'", 
    "failoverEnabled": true, 
    "targets": [ 
      { 
        "address": "dt-history", 
        "topics": [ 
          "_/_/things/twin/events", 
          "_/_/things/live/events" 
        ], 
        "authorizationContext": [ "nginx:ditto" ], 
        "headerMapping": {}, 
        "payloadMapping": [] 
      } 
    ], 
    "specificConfig": { 
      "bootstrapServers": "'$KAFKA_SERVICE'", 
      "saslMechanism": "plain" 
    } 
  } 
} 
 
A Telegraf agent [19], configured with a Kafka consumer input plugin, subscribes to this topic and 
parses incoming messages. It extracts relevant fields (e.g., device ID, feature paths and values) and 
writes them to InfluxDB2 using its native output plugin.  
 
This approach decouples real-time digital twin logic from persistent storage, ensuring scalability, 
modularity, and compatibility with standard data visualization tools like Grafana. As a result, users 
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can query and visualize historical device behaviour, trends, or patterns directly from InfluxDB2, 
enabling monitoring, diagnostics, and predictive analytics. 

6.2.5. InfluxDB2 – Grafana 

In the GOTOTWIN platform, Grafana [12] serves as the primary visualization tool to monitor and 
analyse time-series data stored in InfluxDB2. Grafana connects directly to InfluxDB2 through its 
native data source plugin, enabling seamless querying and interactive exploration of telemetry 
and digital twin data. 
 
Grafana offers native support for querying InfluxDB2 [11] using the Flux language, allowing users 
to write powerful and flexible Flux scripts directly within the Grafana interface. This capability 
enables Grafana to fetch, transform, and visualize complex time-series data with precision and 
ease. By embedding Flux queries in dashboard panels, users can create dynamic graphs, tables, 
and alerts that reflect real-time insights from telemetry and digital twin data. This direct 
exploitation of Flux scripts empowers GOTOTWIN users to build highly customized and interactive 
visualizations tailored to their specific monitoring and analysis needs without requiring external 
processing or intermediate data layers. Below is an example Flux script that demonstrates how to 
query telemetry data for a specific device: 
 
import "strings" 
 
device = "test-tenant/test-device" 
 
from(bucket: "dt-hist") 
  |> range(start: v.timeRangeStart, stop: v.timeRangeStop) 
  |> filter(fn: (r) => 
    r._measurement == "kafka_consumer" and 
    r.topic == device + "/modified" and 
    r.path == "features" and 
    r._field == "value_temperature" 
  ) 
  |> yield() 

6.2.6. Simulators – Ditto 

Simulators in the GOTOTWIN platform interact with the digital twin models by leveraging Eclipse 
Ditto’s REST API and WebSocket interfaces. Through these APIs, simulators can programmatically 
update twin states, inject simulated telemetry data, and receive real-time twin event notifications. 
This integration enables realistic testing and validation of the digital twin behaviour under varying 
simulated conditions. 

6.2.7. Predictors – Ditto 

Similar to simulators, predictors also utilize Ditto REST API and WebSocket to access and update 
digital twin data in real time. By consuming live twin events and state changes, predictor 
components can run analytics and machine learning models that forecast future system states. 
The bidirectional communication through Ditto’s APIs ensures that prediction results can be 
seamlessly fed back into the digital twins. 

6.2.8. Ditto – Grafana 

The Grafana Infinity Datasource [20] is a versatile plugin that allows Grafana to query and visualize 
data from virtually any HTTP API, including REST, without needing a dedicated backend plugin. In 
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the GOTOTWIN platform, this data source can be used to connect Grafana directly to Eclipse Ditto 
REST API interface. It enables flexible querying and real-time visualization of digital twin data, 
supporting JSON and other response formats. 
 
By leveraging the Infinity plugin, Grafana users gain the ability to: 
● Fetch live twin states and event streams directly from Ditto 
● Build custom dashboards that reflect up-to-date system status 
● Integrate with Ditto without the need for intermediate data storage or transformation layers 

This integration complements the Flux-enabled InfluxDB data visualizations, providing a complete 
and flexible monitoring solution for the GOTOTWIN platform. 
  



Project Acronym – GOTOTWIN 25 

6.3. Compliance Matrix 

This subsection presents a compliance matrix that evaluates how the GOTOTWIN platform meets 
the functional and non-functional requirements defined by the project. Each row in the following 
table maps a key system capability to the corresponding platform component(s), indicating the 
level of compliance and any relevant remarks. 

Table 1. Compliance matrix for the GOTOTWIN architecture/components 

# Category Component Compliance Remarks 

1 
Device 
connectivity and 
data ingestion 

Eclipse Hono Full 
Secure device onboarding, authentication, 
supports MQTT/AMQP/HTTP, buffering for 
offline devices. 

2 Data validation 
and governance 

Eclipse Ditto + 
WoT Integration Full 

Validates incoming data formats, enriches 
with metadata, enforces data access 
policies & contracts. Supports WoT TD 1.1 
and schema validation via feature 
definitions. 

3 
Twin modelling 
and 
synchronization 

Eclipse Ditto Full 
Real-time twin state shadowing, 
bidirectional sync, handles static and 
dynamic twin attributes. 

4 Simulation and 
prediction 

Python-based 
Simulation & 
Prediction 
Services 

Partial 
(Integration 
planned) 

External simulation and AI/ML prediction 
modules development and integration 
planned. 

5 Data storage and 
historical query InfluxDB OSS v2 Full Efficient time-series storage with retention 

policies, and Flux query support. 

6 Visualization and 
decision support Grafana OSS Full 

Real-time & historical dashboards, KPIs, 
alerting, supports Flux. Infinity plugin 
supports REST/JSON-based digital twin 
visualizations. 

7 Interoperability 
and data sharing 

Ditto REST/ 
WebSocket APIs Full 

Open APIs using JSON/JSON-LD formats, 
supports secure data exchange, role-based 
access control. 

8 Modularity and 
extensibility 

Kubernetes, 
Microservices, 
Plugins 

Full Containerized, modular services allow 
independent scaling and updates. 

9 Security and 
privacy by design 

TLS, RBAC, Token 
Auth Full 

End-to-end encrypted communication, fine-
grained access control, audit trails, privacy 
compliance.  

10 Scalability and 
elasticity 

Kubernetes, 
Kafka, InfluxDB Full 

Horizontal scaling at all layers, cloud-edge 
hybrid deployment ensures responsiveness 
and robustness. 

11 Observability and 
maintainability 

Kubernetes 
and/or 
Prometheus + 
Grafana 

Full 

System-wide logging, monitoring, and CI/CD 
pipelines for fault detection and operational 
resilience. Supports health checks, log 
aggregation (e.g., Loki), metrics dashboards, 
and auto-healing via orchestration. 

12 Reporting and 
auditability 

Eclipse Ditto, 
Grafana Full 

Detailed audit logs of data access and 
changes, supporting traceability. Regulatory 
reporting will also be provided. 
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7. Preliminary Data Models 

During the previous reporting period, the GOTOTWIN project partners collaboratively identified a 
comprehensive set of static and dynamic parameters critical for modelling renewable energy 
power plants within the digital twin platform. These parameters span the multiple renewable 
energy domains, including photovoltaic systems, wind farms, and hydropower installations, and 
are systematically organized across various deployment scales, i.e., at unit, plant and cluster levels. 
The corresponding tables in Appendix A: Solar Plant Modelling, Appendix B: Wind Plant Modelling, 
and Appendix C: Hydro Plant Modelling, will serve as a basis for the development of the final data 
models and JSON data schemas for the digital twin platform. These models will underpin key 
platform functionalities, including telemetry data exchange, simulation and predictive analytics, 
and historical data archiving.  
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8. Implementation and Integration Plan 

The implementation of the GOTOTWIN digital twin platform will begin in Period 3, immediately 
after completing the architectural design and infrastructure planning activities (A2.1). From that 
point onward, the project enters an execution-oriented stage, where components are gradually 
deployed, integrated, and validated in real-world living lab environments. 

8.1. Core Platform Deployment (M13–M15) 

The first step after completing the design will be the establishment of the cloud and orchestration 
infrastructure that will serve as the backbone of the platform. A Kubernetes cluster will be 
deployed and hosted at FEEIT’s facilities, providing a scalable and resilient environment for 
containerized services. Necessary networking and hosting infrastructure will also be configured to 
ensure smooth communication between components. 
  
Once the infrastructure is operational, the core functional services will be deployed. Eclipse Hono 
will handle secure device connectivity and telemetry ingestion, Eclipse Ditto will manage digital 
twin representations and synchronization, and InfluxDB OSS v2 will provide historical time-series 
storage. Initial test devices & data streams will be connected to validate end-to-end functionality. 
  
By the end of this phase, the GOTOTWIN platform backbone will be operational, ready for further 
functional extensions. FEEIT’s Solar Living Lab will be the first integrated site, serving both as a 
real-world test case and as an early example of integration into the overall architecture. 

8.2. Mid-term Integration and Hands-on Validation (M16–M18) 

With the core platform running, this phase will focus on extending functionality and preparing for 
stakeholder use. Grafana dashboards will be deployed to visualize live and historical data. 
Concurrently, the first Python-based simulation and prediction services will be introduced, initially 
supporting basic renewable energy forecasting and predictive maintenance. More sophisticated 
models will be added later as real-world data accumulates. Security and governance measures, 
including encryption, role-based access control, token authentication, and audit trails, will also be 
implemented to comply with security and privacy by design principles. 
  
A key milestone starting this phase is the mid-term hands-on implementation workshop in 
Ljubljana (D.2.2.1), allowing partners to validate integration, test initial living lab connections, and 
align strategies for cross-border interoperability. By the end of this phase, the platform will 
support reliable data ingestion, storage, visual dashboards, and early predictive functionality. 

8.3. Cross-border Living Lab Integration (M19–M24) 

This phase will transition the platform from a central prototype to a transnational system. Four 
living labs (at UOWM, FEEIT, UNIZG-FER, and IMP) will be integrated into the GOTOTWIN platform. 
Integration will rely on standardized message formats and endpoints to ensure interoperability. 
Each living lab will act as a real-world validation environment, streaming energy production data, 
and providing feedback on usability. Dashboards will be expanded to visualize cross-lab metrics, 
KPIs, and predictive maintenance results. 
  
The phase will be marked by Living Labs Hands-on Integration Workshop (D.2.3.1) in Belgrade, 
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focusing on full integration, cross-border interoperability, and performance validation. By its 
conclusion, the platform will be a validated, transnational digital twin system demonstrating 
tangible benefits for regional energy collaboration. 

8.4. Consolidation and External Stakeholder Engagement (M25–M36) 

The final phase will consolidate the platform and enable broader stakeholder engagement. With 
all living labs integrated, the system will fully support end-to-end telemetry ingestion, twin 
synchronization, historical data storage, visualization, and predictive services. Stress testing and 
performance evaluations will assess latency, scalability, and robustness of cross-lab data flows. 
Predictive modules will be refined, incorporating advanced AI/ML algorithms trained on 
accumulated real-world datasets. 
  
Importantly, the platform will also be opened to experimentation by external stakeholders, 
including partners, researchers, and energy operators. They will be able to test new use cases, 
deploy custom simulations, and validate predictive models in a controlled, secure environment. 
This fosters innovation, knowledge exchange, and demonstrates the platform’s versatility beyond 
the initial pilot sites. 
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9. Conclusion 

This deliverable has presented the system architecture and infrastructure design of the digital twin 
platform, situating it within the broader context of renewable energy integration and cross-border 
collaboration in the Adrion region. The work addresses the core challenge of creating a scalable, 
secure, and interoperable framework capable of linking heterogeneous living labs, harmonizing 
data exchange across borders, and supporting simulation, prediction, and decision-making for 
energy systems.  

The primary objective has been to define a robust technical blueprint that meets project-specific 
needs and requirements while adhering to principles of modularity, scalability, interoperability, 
and security. To achieve this, the architecture builds on open-source technologies, cloud-native 
deployment practices, and compliance with interoperability standards. Each component, ranging 
from data ingestion and digital twin synchronization to historical storage, visualization, and 
predictive services, has been positioned within a service-oriented architecture to ensure flexibility 
and extensibility. Ultimately, the platform architecture establishes a solid technical basis for the 
subsequent implementation and integration phases of the project. 
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Appendix A: Solar Plant Modelling 

The tables below (Table 2 to Table 5) present essential static and dynamic parameters for 
photovoltaic (PV) systems, structured across multiple deployment scales, from individual modules 
to larger-scale plants and clusters. The tables comprise typical characteristics of commercially 
available technologies and are intended to support accurate modelling within the project’s digital 
twin environment. 

Table 2. System-level parameters (PV system object) 

Parameter Unit Description Level 
Time zone — Local time zone for timestamp handling Power Plant 
Latitude ° Geographic location Power Plant 
Longitude ° — Power Plant 
Altitude m — Power Plant 
Owner / Operator – Company or entity owning/operating the 

system 
All Levels 

Table 3. PV panel properties (per PV_panel object) 

Parameter Unit Description Level 
Date of Installation YYYY-MM-

DD 
Installation date used for degradation 
tracking 

Panel 

Pmax (Max. Power at STC) W Rated panel output under Standard Test 
Conditions - STC 

Panel 

Voc (Open-circuit Voltage) V Voltage with no load at STC Panel 
Vmp (Voltage at Max 
Power) 

V Voltage at max power under STC Panel 

Isc (Short-circuit Current) A Current when output terminals are 
shorted 

Panel 

Imp (Current at Max 
Power) 

A Operating current at max power Panel 

η (Efficiency) % Panel efficiency at STC Panel 
Temp. Coefficient of Isc 
(kIsc) 

%/°C Current change per °C Panel 

Temp. Coefficient of Voc 
(kVoc) 

%/°C Voltage change per °C Panel 

Temp. Coefficient of Pmax 
(kPmax) 

%/°C Power change per °C Panel 

Manufacturer & Model — Panel type ID Panel 
Panel Type — 'Half-cell' or 'Full-cell' Panel 
Cell Material — Mono/poly-crystalline, etc. Panel 
Module Dimensions mm Length × Width × Thickness Panel 
Surface Type (Albedo) — Grass, gravel, urban, etc. Panel 
Number of Cells — Total cell count Panel 
Number of Bypass Diodes — For partial shading protection Panel 
Degradation Rate (Year 1 
/ Later) 

% Annual performance loss Panel 

STC Irradiance (STCirr) W/m² Reference irradiance (default = 1000 
W/m²) 

Panel 

STC Temperature 
(STCtemp) 

°C Reference cell temp. (default = 25°C) Panel 

Surface Azimuth ° Orientation of panel (0° = North, 90° = 
East, etc.) 

Panel 

Surface Tilt ° Panel tilt angle above horizontal Panel 
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SAPM Temperature 
Parameter 

— Thermal model type used (SAPM module 
parameter for establishing the rate at 
which the module temperature drops as 
wind speed increases) 

Panel 

Table 4. Inverter properties (per inverter object) 

Parameter Unit Description Level 
architecturedict — Mapping of strings/modules to MPPT 

inputs 
Plant 

keyname — Identifier (e.g., 'INV_1') Inverter 
PAC-inv W Rated AC power of inverter Inverter 
ηinv_nom — Nominal efficiency (e.g., 0.98) Inverter 
VDC-rated V DC input rated voltage Inverter 
VMMPTmin-VMMPTmax (MPPT 
Voltage Range) 

V Allowed voltage for MPPT tracking Inverter 

PDCmax W Max power allowed from string/string 
group 

Inverter 

Vstart-inv V Minimum voltage for inverter to start Inverter 
ηmax (Max Efficiency) % Peak inverter efficiency Inverter 
European Efficiency % Weighted efficiency (Europe-specific 

metric) 
Inverter 

VACnom (Rated Output 
Voltage) 

V AC rated output voltage Inverter 

PACnom (Rated Output 
Power) 

W Output power under nominal conditions Inverter 

Smax VA Maximum apparent power including both 
active and reactive 

Inverter 

Number of MPPT Inputs — How many independent MPPT trackers 
are present 

Inverter 

Table 5. Dynamic parameters on different level 

Parameter Unit Description Level 
GHI (Global Horizontal 
Irradiance) 

W/m² Solar radiation on horizontal surface Power Plant / 
Cluster 

v (Wind Speed) m/s Affects PV cooling and operating 
temperature 

Power Plant / 
Cluster 

Ta (Air Temperature) °C Affects cell temperature and panel 
performance 

Power Plant / 
Cluster 

TPV (PV Module 
Temperature) 

°C Module surface temperature Panel / String 

Vdc_string (DC Voltage) V Real-time panel or string voltage Panel / String 
Idc_string (DC Current) A Real-time panel or string current Panel / String 
Vac_string V Output voltage from inverter Power Plant 
Iac_string  A Output current from inverter Power Plant 
P (Active Power) W Real-time delivered power Power Plant / 

Cluster 
Q (Reactive Power) VAr Real-time reactive power Power Plant / 

Cluster 
S (Apparent Power) VA Vector sum of active and reactive power Power Plant / 

Cluster 
cosφ (Power Factor) — Ratio of active to apparent power Power Plant / 

Cluster 
Eact (Active Energy) kWh Total energy delivered over time Plant / Cluster 
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Ereact Reactive Energy kVArh Reactive energy over time Power Plant / 
Cluster 

THDv THDi (Power Quality 
Indicators) 

— Total harmonic distortion, voltage 
sags/swells, etc. 

Power Plant / 
Cluster 

Plane of Array (POA) 
Irradiance 

W/m² Incident irradiance on panel plane Power Plant / 
String 

Ground Reflectance 
(Albedo) 

— Surface reflectivity Panel / Power 
Plant 
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Appendix B: Wind Plant Modelling 

The following tables (Table 6 to Table 11) present static and dynamic parameters relevant to wind 
energy systems, categorized by deployment scale, from individual turbines to entire wind farms. 
These parameters offer a preliminary reference for analysing system behaviour across diverse 
operational scenarios. 

Table 6.  System-level parameters 

Parameter Unit Description Level 
Time zone — Local time zone for timestamp handling Wind farm 
Latitude ° Geographic location Wind farm 
Longitude ° — Wind farm 
Altitude (range) m — Wind farm 

Table 7.  Infrastructure and ownership 

Parameter Unit Description Level 
GPS Coordinates – Geographic coordinates Turbine 
Owner / Operator – Company or entity owning/operating the 

system 
All Levels 

Grid Connection Point – Point of electrical connection to the grid Wind Farm 
Land Type – Terrain (e.g., flat, mountainous, offshore) Wind Farm 
Accessibility – Ease of access to the site Wind Farm 
Wake Effect Coefficients – Estimated wake losses Wind Farm 
No. of Wind Farms count Number of wind parks in a cluster Cluster 
Nominal Power MW Combined nominal power of the cluster Cluster 
Park Commissioning 
Years 

Year(s) Years when turbines in the park/cluster 
were installed 

Wind Farm / 
Cluster 

Location / Area / Country – General geographical area of the cluster Cluster 
Power Plant Name – Name of the wind park or cluster Wind Farm 

Table 8.  Wind turbine technical specifications 

Parameter Unit Description Level 
Turbine Model – Model name of the wind turbine Turbine 
Hhub m Height of the hub from ground Turbine 
Dr M Diameter of the rotor Turbine 
Prated kW or MW Nominal power output Turbine 
Generator Type – Type of electrical generator used Turbine 
vcut-in m/s Wind speed at which the turbine starts 

operating 
Turbine 

vcut-out m/s Wind speed at which the turbine stops 
operating 

Turbine 

vrated m/s Wind speed required to achieve rated 
power 

Turbine 

vsurv m/s Max wind speed the turbine can 
withstand 

Turbine 

Control Type – Type of control system (pitch/yaw, etc.) Turbine 
nrot-rated (Rated Rotor 
Speed) 

rpm Rotational speed at rated output Turbine 

Vac V Output voltage Turbine 
Wtn kg Combined weight of tower and nacelle Turbine 
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P(v) (Power Curve) – Power output as a function of wind 
speed 

Turbine 

Gearbox Type – Type of gearbox (if any) Turbine 
ngb – Number of stages in the gearbox Turbine 
Gearbox Ratio – Gearbox input/output speed ratio Turbine 
Lnoise (Noise Level) dB Acoustic emission level Turbine 
Commissioning Year Year Year of installation Turbine 
Degradation Rate %/year Annual decrease in performance Turbine 

Table 9.  Dynamic electrical/operational variables 

Parameter Unit Description Level 
VAC V Alternating current voltage Turbine / Wind 

Farm 
IAC A Alternating current flowing from unit or 

park 
Turbine / Wind 
Farm 

F Hz Grid synchronization frequency Wind farm 
P kW or MW Real-time power output All Levels 
Q kVAr Reactive power due to phase difference Turbine / Wind 

farm 
cosφ (Power Factor) – Ratio of active to apparent power Wind farm 
Eact (Active Energy) kWh/MWh Accumulated energy output over time Turbine / Wind 

farm 
Ereact Reactive Energy kVArh Reactive energy over time Turbine / Wind 

farm 

Table 10.  Dynamic mechanical/operational variables 

Parameter Unit Description Level 
nrot rpm Rotational speed of the rotor Turbine 
ngen rpm Rotational speed of the generator Turbine 
nshaft rpm Rotational speed of the main shaft Turbine 
β (Blade Pitch Angle) o Blade orientation for controlling torque 

and speed 
Turbine 

Θyaw (Yaw Angle) o Turbine orientation toward wind 
direction 

Turbine 

Lac (Acoustic Noise) dB Emitted sound during operation Turbine 
Brake Status On/Off Brake engagement status Turbine 
fvib Hz Mechanical vibration frequency of the 

tower 
Turbine 

Noise Emission Map – Spatial representation of noise levels Wind farm 

Table 11.  Dynamic environmental variables 

Parameter Unit Description Level 
vhub m/s Wind speed measured at turbine hub Turbine 
vavg m/s Wind speed from met mast or averaged 

park-wide 
Wind farm 

vatlas m/s Regional or long-term modelled wind 
speed 

Cluster 

Wind Direction at Hub 
Height 

° Wind direction at turbine height Turbine 

Wind Direction Averaged ° Average park wind direction Wind farm 
Ta-loc (Air Temperature-
Local) 

°C Measured at turbine nacelle or local 
station 

Turbine 
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Ta-loc-avg (Air Temperature 
Averaged) 

°C Park-wide temperature average Wind farm 

Ta-reg (Air Temperature -
Regional) 

°C From regional meteo station Cluster 

Relative Humidity (Local) % Measured near turbine Turbine 
Relative Humidity 
Averaged 

% Average across wind park Wind farm 

ploc (Atmospheric 
Pressure-Local) 

hPa Measured by nacelle or nearby station Turbine 

pavg (Atmospheric 
Pressure Averaged) 

hPa Average across wind park Wind farm 

preg (Atmospheric 
Pressure-Region) 

hPa From regional weather station Cluster 

TI (Turbulence Intensity) – Measure of wind speed fluctuations All Levels 
Wind Direction (2 
Heights) 

° Wind direction at multiple elevations Wind farm 
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Appendix C: Hydro Plant Modelling 

The following tables (Table 12 to Table 17) present key static and dynamic parameters of 
hydropower systems, organized by operational scale, ranging from individual turbine-generator 
units to entire plants. This structured data supports accurate modelling and simulation within the 
project’s digital twin framework. 

Table 12.  System-level parameters 

Parameter Unit Description Level 
Time zone — Local time zone for timestamp handling Power plant 
Latitude ° Geographic location Power plant 
Longitude ° — Power plant 
nomOwner / Operator – Company or entity owning/operating the 

system 
All Levels 

Table 13.  Hydro turbine-generator (unit-level) technical specifications 

Parameter Unit Description Level 
Turbine Model - Manufacturer and model of the turbine Unit 
Generator Type - Synchronous / Asynchronous / Other Unit 
Prated kW or MW Rated power output of the turbine-

generator unit 
Unit 

Vn or Vph V Nominal voltage or voltage per phase Unit 
Iph A Nominal current per phase Unit 
Pgen MW Three-phase real active power output of 

the generator 
Unit 

Qgen MVAr Three-phase reactive power output of 
the generator 

Unit 

Ptr MW Real power transferred through the 
transformer 

Unit 

Qtr MVAr Reactive power transferred through the 
transformer 

Unit 

nrot rpm Nominal rotor rotational speed Unit 
Qrturb (Rated Flow per 
Unit) 

m³/s Flow at which rated power is achieved Unit 

Hr m Hydraulic head at rated power Unit 
qrturb m³/s Nominal flow per turbine Unit 
Hill Chart - Efficiency vs Head & Flow curve Unit 
Commissioning Year Year Year of initial operation Unit 

Table 14.  Hydro power plant technical specifications 

Parameter Unit Description Level 
Hydro Power Plant Name - Name of the hydro power plant Power Plant 
Location - Geographic location Power Plant 
River / Main Water 
Source 

- Main river or water source used Power Plant 

Type of HPP - Run-of-river, storage, pumped storage, 
etc. 

Power Plant 

Dam Type - Gravity, arch, buttress, etc. Power Plant 
Pinst MW Total installed generation capacity Power Plant 
Number of Units / 
Turbines 

count Total number of turbine-generator sets Power Plant 
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Turbine Type - Kaplan, Francis, Pelton, etc. Power Plant 
Prturb MW Nominal power per turbine Power Plant 
Qr (Rated Flow) m³/s Design flow for all units combined Power Plant 
Hr (Rated Head) m Net head used in energy production Power Plant 
Hg vs. Hn (Gross vs. Net 
Head) 

m Difference between gross and net head Power Plant 

Generator Type - Synchronous or asynchronous (repeat 
from unit) 

Power Plant 

Grid Connection Point - Name or type of interconnection point Power Plant 
Vconnection (Voltage Level) V or kV Voltage at point of connection Power Plant 
Reservoir Volume vs Level 
Table 

- Lookup for volume based on water level Power Plant 

Vmax (Maximum Useful 
Volume) 

m³ Volume available for power generation Power Plant 

Vdead (Unusable Dead 
Volume) 

m³ Volume below turbine intake Power Plant 

Hres (Reservoir Elevation) m Elevation above sea level Power Plant 
Reservoir Surface Area km² Surface area at full storage Power Plant 
Land Type / 
Environmental Zone 

- Land category where reservoir is located Power Plant 

Commissioning Year Year Year of commissioning Power Plant 
Modernization Year(s) Year(s) Years when upgrades were performed Power Plant 
Flood Control Function Yes/No Whether plant is used for flood 

regulation 
Power Plant 

Table 15.  Dynamic electrical/operational variables 

Parameter Unit Description Level 
Vph V Real-time phase voltage Unit 
Vsub (AC Voltage at 
Substation) 

V Voltage at plant/park substation Power Plant 

Iph A Phase current Unit 
Pgen MW Real-time active power output from 

generator 
Unit 

Qgen MVAr Reactive power output from generator Unit 
Ptr MW Real-time active power output from 

transformer 
Unit 

Qtr MVAr Reactive power output from transformer Unit 
F Hz Operating frequency Power Plant 
Synchronization Data - Phase angle, time sync with grid Power Plant 
PHPP MW Total real-time power Power Plant 
QHPP MVAr Total reactive flow from plant Power Plant 
PHPPavg MW Moving average of real power Power Plant 
EHPP MWh Cumulative generation Power Plant 

Table 16.  Dynamic mechanical/operational variables 

Parameter Unit Description Level 
nrot rpm Turbine-generator rotational speed Unit 
fvib mm/s or g Mechanical vibration levels Unit 
hout m Water Level at Turbine Outlet Unit 
Qt m³/s Real-time flow rate through turbine Unit 
V m/s Flow speed at turbine inlet Unit 
pin Pa Hydraulic pressure at turbine inlet Unit 
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pout Pa Pressure at turbine exit Unit 
Guide Vane Opening % or ° Control vane opening angle Unit 
Runner Blade Angle 
(Kaplan only) 

° Blade pitch angle Unit 

Load Dispatch Strategy - Operational strategy or schedule Power Plant 
Maintenance Events - Records of planned/unplanned outages Power Plant 
Operational Coordination - Instructions from dispatch center or 

regional operator 
Power Plant 

Table 17.  Dynamic environmental variables 

Parameter Unit Description Level 
Qin m³/s Real-time water inflow to reservoir Power Plant 
Qspill m³/s Flow released via spillway Power Plant 
Spillway Gate Opening % Gate position for spill discharge Power Plant 
hres (Reservoir Level) m a.s.l. Surface water elevation Power Plant 
Tw °C Temperature of reservoir water Power Plant 
Environmental Flow 
Compliance 

- Status of minimum flow requirement Power Plant 

Aquatic Life Monitoring - Presence of biodiversity checks Power Plant 
Cumulative 
Environmental Impact 

- Assessment of long-term environmental 
changes 

Power Plant 

Water Rights Constraints - Limitations based on local/regional laws Power Plant 
 


